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7R�LPSURYH�TXHU\�SHUIRUPDQFH�HVSHFLDOO\�IRU�'DWD�
:DUHKRXVLQJ��
6XPPDU\�WDEOHV�DUH�RIWHQ�FUHDWHG�PDQXDOO\�IRU�XVHUV

To improve the response time
To avoid redundant work of scanning, aggregation and joins of the 
detailed base tables (e.g. history)

To simplify SQL to be coded

8VHU�QHHGV�WR�EH�DZDUH�RI�VXPPDU\�WDEOHV�DQG�NQRZ�
ZKHWKHU�WR�XVH�WKHP�RU�WKH�EDVH�WDEOHV�GHSHQGLQJ�RQ�WKH�
TXHU\�

'DWD�:DUHKRXVLQJ�,VVXHV
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7DEOH�FRQWDLQLQJ�PDWHULDOL]HG�GDWD�GHULYHG�IURP�RQH�RU�PRUH�
VRXUFH�WDEOHV�VSHFLILHG�E\�D�IXOOVHOHFW

Source tables can be base tables, views, table expressions or 
user-defined table expression
MQTs can be accessed directly via SQL or 
Chosen by the optimizer (through  DXWRPDWLF�TXHU\�UHZULWH) when a 
base table or view is referenced 

7ZR�W\SHV��0DLQWDLQHG�E\�V\VWHP�RU�E\�XVHU
6\QFKURQL]DWLRQ�EHWZHHQ�EDVH�WDEOH�V��DQG�047�

Using ’REFRESH TABLE’ statement

Batch update, triggers, etc. for user-maintained MQTs  

&DQ�SURYLGH�VLJQLILFDQW�TXHU\�SHUIRUPDQFH�LPSURYHPHQW 

:KDW�LV�D�0DWHULDOL]HG�4XHU\�7DEOH��047�"
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N : 1

Data Warehouse

Join

Aggregation

Join

Aggregation

Q11,Q12, ... Q21,Q22, ...

Compute Many Times

Join

Aggregation

-RLQ
$JJUHJDWLRQ

Join

Aggregation

-RLQ
$JJUHJDWLRQ

:LWKRXW�047�(DFK�4XHU\�5H�&RPSXWHV�
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-RLQ
$JJUHJDWLRQ

-RLQ
$JJUHJDWLRQ

N : 1 N : 1

Data Warehouse 

Q11,Q12, ...

047 047

Precompute Once

Reuse Many Times

:LWK�047�$YRLG�5HGXQGDQW�&RPSXWDWLRQ
Q21,Q22, ...
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&UHDWLQJ�DQ�047���([DPSOH

&5($7(�7$%/(�047��$6��
�6(/(&7�7�3'$7(��7�75$16,'�
��������680�47<��35,&(��$6�7279$/�
��������&2817�47<��35,&(��$6�&17
�)520�6&1'67$5�75$16,7(0�7,��6&1'67$5�75$16�7
�:+(5(�7,�75$16,'� �7�75$16,'
�*5283�%<�7�3'$7(��7�75$16,'�
'$7$�,1,7,$//<�'()(55('
5()5(6+�'()(55('
0$,17$,1('�%<�6<67(0
(1$%/(�48(5<�237,0,=$7,21
,1�0<'%047�0<76047�
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3RSXODWLQJ�DQG�5HIUHVKLQJ�D�047
(QVXUH�GDWD�FXUUHQF\�PHHWV�XVHU�UHTXLUHPHQWV�WR�DYRLG������������
RXW�GDWHG�UHVXOWV
,VVXH�5()5(6+�7$%/(�VWDWHPHQW�SHULRGLFDOO\�

Deletes all rows in the MQT  
Executes the fullselect as defined in the original MQT definition
Inserts calculated data into the MQT
Updates the catalog with refresh timestamp and cardinality information
Executes in a single UOW

Consider logging and performance impact

)RU�XVHU�PDLQWDLQHG�047V��RWKHU�SRSXODWLRQ�PHWKRGV�FDQ�
DOVR�EH�XVHG��IRU�H[DPSOH��/2$'��,QVHUWV��8SGDWHV��'3523�
$SSO\�
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7KH�%DVLFV�RI�$XWRPDWLF�4XHU\�5HZULWH��
6WDWH�RI�WKH�047��WKDW�LV��PXVW�EH�UHDG\�IRU�TXHU\�RSWLPL]DWLRQ�DQG�
QRW�ORFNHG�

:KHWKHU�WKH�TXHU\�UHVXOW�FDQ�EH�GHULYHG�IURP�RU�GLUHFWO\�XVH�WKH�
047�

There are no predicates in the MQT subselect that are not in the query 
Each column in the result table can be derived from one or more columns in the 
MQT
The GROUP BY clauses are compatible

(VWLPDWHG�FRVW�RI�WKH�TXHULHV
MQTs are not used for short-running queries
The original and rewritten costs are compared and the lower cost chosen

2QO\�FRQVLGHUHG�IRU�UHDG�RQO\�TXHULHV
Dynamically prepared queries only
Not for static SQL or static SQL with REOPT(VARS) 

1RWH�WKDW�RSWLPL]DWLRQ�LV�FRQVLGHUHG�DW�WKH�TXHU\�EORFN�OHYHO
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047�([SORLWDWLRQ���6LPSOH�([DPSOH

48(5<�
6(/(&7�7�3'$7(��$9*��47<��35,&(��$9*$07
)520�6&1'67$5�75$16,7(0�7,��6&1'67$5�75$16�7
:+(5(�7,�75$16,'� �7�75$16,'�$1'
������7�3'$7(�! �
����������

�*5283�%<�7�3'$7(�

$)7(5�48(5<�5(:5,7(�
6(/(&7�3'$7(��&$6(�:+(1�680�&17�� ���7+(1�18//
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7KH�5ROH�RI�&RQVWUDLQWV
&RQVWUDLQWV�DUH�YHU\�LPSRUWDQW�LQ�GHWHUPLQLQJ�ZKHWKHU�D�
PDWHULDOL]HG�TXHU\�WDEOH�FDQ�EH�XVHG�IRU�D�TXHU\

Referential constraints (to allow extra lossless joins in MQT, or some 
dimensions missing in a query)
Functional dependencies (primary keys and unique indexes, to allow 
more group-by columns in a query)

9��DOORZV�LQIRUPDWLRQDO�UHIHUHQWLDO�FRQVWUDLQWV�WR�EH�VSHFLILHG�
IRU�EDVH�WDEOHV��DQG��DYRLGV�WKH�HQIRUFHPHQW�RYHUKHDG��LQ�D�
GDWD�ZDUHKRXVH�HQYLURQPHQW�
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,QIRUPDWLRQDO�5,�LV�QRW�HQIRUFHG�E\�GDWDEDVH�PDQDJHU�DQG�LV�
LJQRUHG�E\�PRVW�XWLOLWLHV

Except LISTDEF RI, QUIESCE/REPORT TABLESPACESET

,QIRUPDWLRQDO�5,V�DUH�DOZD\V�XVHG�E\�WKH�RSWLPL]HU�LQ�TXHU\�
UHZULWH

REFERENCES �WDEOH�QDPH
�

�
FROXPQ�QDPH�

ENABLE QUERY OPTIMIZATION

NO ACTION
CASCADE
SET NULL

RESTRICT NOT ENFORCED

ENFORCED

ON DELETE

,QIRUPDWLRQDO�&RQVWUDLQWV
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&5($7(�7$%/(�6&1'67$5�75$16
���75$16,'��&+$5�����127�18//�35,0$5<�.(<�
���$&&7,'���&+$5�����127�18//�
���3'$7(����'$7(�127�18//�
���67$786���9$5&+$5�����
���/2&,'����&+$5�����127�18//�
���&21675$,17�$&&775$1��)25(,*1�.(<��$&&7,'�
������5()(5(1&(6�6&1'67$5�$&&7�127�(1)25&('�
���&21675$,17�/2&B$&&7�)25(,*1�.(<��/2&,'�
������5()(5(1&(6�6&1'67$5�/2&�127�(1)25&('
��������������������������������������������������
�,1�'%1'�����7/1'������

,QIRUPDWLRQDO�5,�([DPSOH
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047�$GPLQLVWUDWLRQ�DQG�&RQVLGHUDWLRQV
,QIRUPDWLRQ�DERXW�047V�LV�VWRUHG�LQ�6<6,%0�6<69,(:6
1R�SULPDU\�NH\V��XQLTXH�LQGH[HV�RU�WULJJHUV�DUH�DOORZHG�RQ�
047V�
$OO�WKH�047V�DQG�WKHLU�LQGH[HV�DUH�GURSSHG�LI�WKHLU�DVVRFLDWHG�
EDVH�WDEOHV�DUH�GURSSHG
6SHFLDOL]HG�047V�RU�JHQHUDOL]HG�047V"

Design issue as to whether to have a few generic MQTs or lots of more 
specialized MQTs to help with particular queries
Trade off between performance and maintenance 
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6XPPDU\�RI�&KDQJHV
64/�6WDWHPHQWV

CREATE TABLE / ALTER TABLE (extended)

REFRESH TABLE (new)

6SHFLDO�5HJLVWHUV
CURRENT REFRESH AGE (new)

CURRENT MAINTAINED TABLE TYPES FOR OPTIMIZATION (new)

&DWDORJ�&KDQJHV 
New table/view type ’M’ for MQT in many catalog tables
New columns for informational RIs in SYSIBM.SYSRELS 
New column NUM_DEP_MQTS in SYSIBM.SYSTABLES and 
SYSIBM.SYSROUTINES 
New columns REFRESH_TIME, REFRESH, ENABLE, ISOLATION,  
MAINTENANCE, and SIGNATURE in SYSIBM.SYSVIEWS
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,QGH[�6XSSRUW�,PSURYHPHQWV
9DU\LQJ�OHQJWK�LQGH[�NH\V��127�3$''('�
%DFNZDUG��LQGH[�VFDQ�
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3ULRU�WR�9���GDWD�LV�YDU\LQJ�OHQJWK�LQ�WKH�WDEOH�EXW�SDGGHG�WR�
WKH�PD[LPXP�OHQJWK�LQ�LQGH[HV
,Q�9���SDGGLQJ�RU�QRW�SDGGLQJ�YDU\LQJ�OHQJWK�FROXPQV�WR�WKH�
PD[LPXP�OHQJWK�LQ�LQGH[�NH\V�LV�DQ�RSWLRQ�WKDW�\RX�FDQ�
FKRRVH�
3HUIRUPDQFH�%HQHILWV�

"Index-only access" for VARCHAR data
Normally reduces the storage requirements for indexes since only 
actual data is stored 

9DU\LQJ�/HQJWK�,QGH[�.H\V�
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1HZ�.H\ZRUGV�LQ�&5($7(�$/7(5�,1'(;
NOT PADDED 

Require additional bytes to store the length information for the variable 
length columns within the key

PADDED
Varying-length columns are padded to maximum length
May be a better option for performance at the expense of storage because 
of fast key comparisons since all keys have same length

,QGH[HV�DUH�QRW�DXWRPDWLFDOO\�FRQYHUWHG�WR�127�3$''('�LQ�9�
ALTER INDEX is required  

7KH�GHIDXOW�LV�FRQWUROOHG�E\�WKH�3$',;�'61=3$50�
CREATE UNIQUE INDEX INDEX1 

                   ON TABLE1(COL01,VARCOL02) NOT PADDED

9DU\LQJ�/HQJWK�,QGH[�.H\V����
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$OWHU�LQGH[�IURP�3$''('�WR�127�3$''(' 
Index placed in RBDP state
No access to data through this index

Reset by REBUILD INDEX  

����������������$/7(5�,1'(;�,1'(;��127�3$''('
$OWHU�LQGH[�IURP�127�3$''('�WR�3$''(' 

Index placed in RBDP state 
No access to data through this index

Reset by REBUILD INDEX 

����������������$/7(5�,1'(;�,1'(;��3$''('

$/7(5�,1'(;�&KDQJHV�
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)DFWRUV�DIIHFWLQJ�SHUIRUPDQFH��RI�3$''('���127�3$''('�
LQGH[�
127�3$''('�LQGH[HV�FDQ�SURYLGH�D�WUXH�LQGH[�RQO\�DFFHVV�
SDWK
6L]H�RI�WKH�LQGH[�SDJHV

In general, number of index pages for NOT PADDED index are fewer 
than for the PADDED index, thus less index getpages and index page 
I/Os
Potentially fewer index levels
Smaller index size favors the index to be chosen for a query
(Index-only access)

([WUD�FRPSDULVRQ
NOT PADDED indexes that contain multiple VARCHAR columns      
require more than one comparison 

3HUIRUPDQFH�([SHFWDWLRQ
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%DFNZDUG�,QGH[�6FDQ�
,Q�9���'%��VHOHFWV�DQ�DVFHQGLQJ�LQGH[�DQG�FDQ�XVH�D�
EDFNZDUG�VFDQ�WR�DYRLG�WKH�VRUW�IRU�WKH�GHVFHQGLQJ�RUGHU�
,Q�9���'%��XVHV�WKH�GHVFHQGLQJ�LQGH[�WR�DYRLG�WKH�VRUW�DQG�
FDQ�VFDQ�WKH�GHVFHQGLQJ�LQGH[�EDFNZDUGV�WR�SURYLGH�WKH�
DVFHQGLQJ�RUGHU
7R�EH�DEOH�WR�XVH�DQ�LQGH[�IRU�EDFNZDUG�VFDQ��

Index must be defined on the same columns as ORDER BY and 
Ordering must be exactly opposite of what is requested in ORDER BY  

If index defined as DATE DESC, TIME ASC, can do:
Forward scan for ORDER BY DATE DESC, TIME ASC 
Backward scan  for ORDER BY DATE ASC, TIME DESC

 But must sort for
ORDER BY DATE ASC, TIME ASC 
ORDER BY DATE DESC, TIME DESC
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6WDJH���DQG�,QGH[DEOH�3UHGLFDWHV
'%��GHWHUPLQHV�LI�D�SUHGLFDWH�LV�VWDJH����EDVHG�RQ�SUHGLFDWH�
V\QWD[��W\SH�DQG�OHQJWKV�RI�FRQVWDQWV�LQ�WKH�SUHGLFDWH���ZKHWKHU�
SUHGLFDWH�HYDOXDWLRQ�LV�GRQH�EHIRUH�RU�DIWHU�D�MRLQ�RSHUDWLRQ�
3ULRU�WR�9���LI�GDWD�W\SHV�DQG�OHQJWKV�GR�QRW�PDWFK���WKH�
SUHGLFDWH�LV�HYDOXDWHG�DW�VWDJH��
0DMRU�SHUIRUPDQFH�HQKDQFHPHQW�LQ�'%��9��IRU�TXHULHV�LQYROYLQJ�
SUHGLFDWHV�ZLWK�PLVPDWFKHG�GDWD�W\SHV�DQG�OHQJWK�FRPSDULVRQ
&HUWDLQ�VWDJH���SUHGLFDWHV�EHFRPH�VWDJH����DQG�SRVVLEO\�
,QGH[DEOH�

Eliminates table space scan when mismatch between host variable and 
DB2 column
Improved situation in unknown join sequence
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0LVPDWFKHG�'DWD�7\SHV�
%HFRPLQJ�PRUH�FRPPRQ�DV�QRW�DOO�SURJUDPPLQJ�ODQJXDJHV�
VXSSRUW�WKH�IXOO�UDQJH�RI�64/�GDWD�W\SHV��IRU�H[DPSOH

C/C++ has no DECIMAL data type

Java has no fixed character data type

7KH�IROORZLQJ�SUHGLFDWH�W\SHV�EHFRPH�VWDJH���DQG�DOVR�
LQGH[DEOH�IRU�XQOLNH�GDWD�W\SHV�

Col op expression
Expression op col
Col BETWEEN expression 1 and expression 2
Col IN (list)
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           EMP( NAME      CHAR (20),
                     SALARY   DECIMAL (12,2),
                     DEPTID    CHAR (3) );

SELECT * FROM EMP
WHERE SALARY > :HV_FLOAT ;

Stage-2 predicate
Table space scan

Stage-1 predicate
Could use index on 
SALARY column

 V8 and beyondPrior to V8

0LVPDWFKHG�2SHUDQGV�1XPHULF�7\SHV�&RPSDULVRQ
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SELECT * FROM EMP
     WHERE DEPTID = ’6S5  ’ ;

SELECT * FROM EMP
     WHERE DEPTID = ’6S5A’ ;

Stage-2 predicate
Table space scan

Stage-1 predicate
Could use index on  
DEPTID column

RU CHAR(3)

0LVPDWFKHG�2SHUDQGV�6WULQJ�7\SHV

V8 and beyond
Prior to V8
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8QNQRZQ�-RLQ�6HTXHQFHV
:KHUH�ERWK�RSHUDQGV�DUH�FROXPQV�IURP�GLIIHUHQW�WDEOHV��
ZKHWKHU�WKH�SUHGLFDWH�LV�VWDJH���RU�VWDJH���LV�GHWHUPLQHG�E\

The join sequence

Which column is considered the column and which the expression  

$�MRLQ�SUHGLFDWH�EHWZHHQ�D�XVHU�GHILQHG�WDEOH�IXQFWLRQ�DQG�D�
EDVH�WDEOH�LV�VWDJH���LI�WKH�EDVH�WDEOH�LV�WKH�LQQHU�WDEOH�RI�WKH�
MRLQ�DQG�WKH�RWKHU�VDUJDELOLW\�FRQGLWLRQV�DUH�PHW
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SELECT E1.*
     FROM EMP E1, EMP E2, DEPT 
     WHERE E1.DEPTID = DEPT.ID   AND
                   DEPT.MGR = E2.NAME  AND
                   E1.SALARY > E2.SALARY * 1.10 

;

Stage-2 predicate
If E2 is inner table

Stage-2 predicate
If E1 is inner table

Stage-1 predicate
Could use index on E1.SALARY

DECIMAL(12,2)

8QNQRZQ�-RLQ�6HTXHQFH�&ROXPQ�([SUHVVLRQ

V8 and beyond     Prior to v8
    (w/o  PQ54042)
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SELECT E1.*
     FROM EMP E1, EMP E2, DEPT 
     WHERE E1.DEPTID = DEPT.ID   AND
                   DEPT.MGR = E2.NAME  AND
                   E1.SALARY > E2.SALARY * 1.10 

;

Stage-2 predicate
If E2 is inner table

Stage-2 predicate
If E1 is inner table

Stage-1 predicate
Could use index on E1.SALARY

DECIMAL(12,2)

8QNQRZQ�-RLQ�6HTXHQFH�&ROXPQ�([SUHVVLRQ

V8 and beyond     Prior to v8
    (w/o  PQ54042)
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7KH�1HHG��IRU�([WUD�6WDWLVWLFV
'LVWULEXWLRQ�VWDWLVWLFV�DUH�FXUUHQWO\�FROOHFWHG�IRU�LQGH[HG�
FROXPQV�RQO\��LI�����)5(49$/�180&2/6����&2817�������
1RQ�XQLIRUP�GLVWULEXWLRQ�VWDWLVWLFV�IRU�QRQ�OHDGLQJ�LQGH[HG�
FROXPQV�DUH�QRW�FROOHFWHG�E\�58167$76��ZKLFK�FDQ�UHVXOW�LQ�����������������������
QRQ�RSWLPDO�SHUIRUPDQFH�

Less efficient join sequences
Inappropriate table join method
Increase in the number of rows that need to be processed

T1.C1=’22’ and T3.C3=’CT’ 

T1 T2 T3 T4
Card=5 000 000Fc1moy=1/1000

Fc1,22=1/10
Fc3moy=1/20
Fc3,CT=1/500

Card=1 000 000

Card=1 000 000
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58167$76�(QKDQFHPHQW
&DQ�FROOHFW�GLVWULEXWLRQ�VWDWLVWLFV�RQ�DQ\�FROXPQ��RU�JURXS�V��
RI�FROXPQV��LQGH[HG�DQG�QRQ�LQGH[HG��VSHFLILHG�DW�WKH�WDEOH�
OHYHO
)UHTXHQF\�GLVWULEXWLRQV�IRU��QRQ�LQGH[HG��FROXPQV�RU�JURXSV�
RI�FROXPQV
&DUGLQDOLW\�YDOXHV�IRU�JURXSV�RI��QRQ�LQGH[HG��FROXPQV
/($67�IUHTXHQWO\�RFFXUULQJ�YDOXHV��DORQJ�ZLWK�0267�IRU�ERWK�
LQGH[HG�DQG�QRQ�LQGH[HG�FROXPQ�GLVWULEXWLRQV
1HZ�NH\ZRUGV�� �&2/*5283��0267����/($67����%27+

�
����������������� �6257180����6257'(97��
�
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58167$76�8WLOLW\�6\QWD[�&KDQJHV���
RUNSTATS  TABLESPACE

WDEOH�VSDFH�QDPH
LIST-OLVWGHI�QDPH

GDWDEDVH�QDPH��
PART -�LQWHJHU

FROXPQ�VSHF25

SAMPLE

TABLE��WDEOH�QDPH�

LQWHJHU
FROJURXS�VSHF

�GHYLFH�W\SH  SORTDEVT �LQWHJHU  SORTNUM

COLGROUP FROXPQ�QDPH� �
�

LQWHJHUFREQVAL - COUNT
BOTH
LEAST

MOST

colgroup-spec:
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([DPSOH��
RUNSTATS TABLESPACE DSN8D81A.DSN8S81E  
TABLE(DSN8810.EMP)                                              
COLGROUP(EDLEVEL,JOB,SALARY) 

('/(9(/�-2%�6$/$5<�DUH�QRQ�LQGH[HG�FROXPQV
&DUGLQDOLW\�YDOXH�RI�WKH�FROXPQ�JURXS�LV�VWRUHG�LQ�WKH�FDWDORJ�WDEOHV

NAME TYPE NUMCOLUMNS COLGROUPCOLNO CARDF

EDLEVEL C 3 00090008000C +0.330000E+02

PARTITION NAME TYPE NUMCOLUMNS COLGROUPCOLNO CARDF

1 EDLEVEL C 3 00090008000C +0.320000E+02

2 EDLEVEL C 3 00090008000C +0.000000E+00

3 EDLEVEL C 3 00090008000C +0.100000E+02

4 EDLEVEL C 3 00090008000C +0.000000E+00

5 EDLEVEL C 3 00090008000C +0.000000E+00

6<6,%0�6<6&2/',67

6<6,%0�6<6&2/',6767$76
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([DPSOH��
RUNSTATS TABLESPACE DSN8D81A.DSN8S81E TABLE(DSN8810.EMP) 
COLGROUP(EDLEVEL)                                         

  FREQVAL COUNT 100 MOST

7KH�FDUGLQDOLW\�YDOXH�RI�WKH�FROXPQ�JURXS�DQG�����PRVW�IUHTXHQW�YDOXHV�DUH�
FROOHFWHG�IRU�WKH�FROXPQ�JURXS�VSHFLILHG��('/(9(/�

NAME TYPE NUM
COLUMNS

COL
GROUPCOLNO

CARDF COL
VALUE

FREQUENCYF

EDLEVEL C 3 00090008000C +0.33000E+02 - -
EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.9523809523809523E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.4761904761904762E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

EDLEVEL ) 3 00090008000C -0.10000E+01 .Ø.... +0.2380952380952381E-01

6<6,%0�6<6&2/',67

....
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3HUIRUPDQFH�([SHFWDWLRQ
3HUIRUPDQFH�JDLQ�LQ�FHUWDLQ�TXHULHV��VXFK�DV�TXHULHV�WKDW�XVH�
QRQ�OHDGLQJ�LQGH[HG�FROXPQV�DQG�RU�ZKHUH�QRQ�LQGH[HG�FROXPQV�
DUH�XVHG�DV�SUHGLFDWHV��DQG�WKDW�KDYH�VNHZHG��QRQ�XQLIRUP��GDWD�
&38�DQG�HODSVHG�WLPHV�IRU�58167$76�XWLOLW\�LQFUHDVHV�LI�QHZ�
IXQFWLRQV�DUH�LQYRNHG

Actual amount of increase depends on the number of columns specified in 
the COLGROUP keyword
Number of COLGROUPs specified
Amount of sorting that needs to be done be RUNSTATS

Do a specific RUNSTAT to collect non-uniform statistics ( 1 time / quarter) 

1RWH�
'R�QRW�IRUJHW�WR�DOORFDWH�VRUW�ZRUNILOHV�IRU�58167$76
ZKHQ�FROOHFWLQJ�VWDWLVWLFV�RQ�QRQ�LQGH[HG�FROXPQV
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&RVW�%DVHG�3DUDOOHO�6RUW
'%��9��LQWURGXFHV�FRVW�EDVHG�FRQVLGHUDWLRQ�WR�GHWHUPLQH�LI�
SDUDOOHO�VRUW�IRU�VLQJOH�RU�PXOWLSOH��FRPSRVLWH��WDEOHV�VKRXOG�
EH�GLVDEOHG

Sort data size < 2 MB (500 pages)   
Sort data per parallel degree < 100 KB (25 pages)                                  

+LGGHQ�'61=3$50�237236(�FRQWURO���GHIDXOW�LV�21
ON - cost-based parallel sort considerations for both single table and 
multi-table
OFF - not cost-based - sort parallelism behavior same as V7, i.e.

Single (composite) table : parallel sort
Multiple tables : sequential sort only

&RQVLGHUDWLRQV�
Elapsed time improvement
More usage of workfiles and virtual storage
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������������������������������������������������������������
�6(/(&7��IURP�7D��7E��7F���ZKHUH�7D�D�� �7E�E��DQG�7E�E�� �7F�F�����
�
���������60-B����������60-B���������������������������������
��7D�����������!�7E�����������!�7F���0HUJH�VFDQ�MRLQ�XVHG�WR�MRLQ�WKH�WDEOHV��

��������3ULRU�WR�'%��9��������������� '%��9���ZLWK�+LGGHQ�'61=3$50�237236(�VHW�
WR�21��!�3RVW�2SWLPL]HU�GHFLGHV�WR�GR�
SDUDOOHO�VRUW�����������������������������������

�����������������������������������������������������������������������������
_3/$1_71$0(_$&&_6257&_62571_-2,1_�����_3/$1_71$0(_$&&_6257&_62571_-2,1_������
_����_�����_3*5_B3*5�_B3*5�_B3*5_�����_����_�����_3*5_B3*5�_B3*5�_B3*5_������
_����_�����_,'�_B,'��_B,'��_B,'�_�����_����_�����_,'�_B,'��_B,'��_B,'�_������
�����������������������������������������������������������������������������
_����_�7D��_���_�"���_�"���_�"��_�����_����_�7D��_���_�"���_�"���_�"��_������
_����_�7E��_���_�����_�����_����_�����_����_�7E��_���_�����_�����_����_������
_����_�7F��_���_�"���_�����_����_�����_����_�7F��_���_�����_�����_����_������
�����������������������������������������������������������������������������
����������������������������������������������������������������������������������������
������������������������������������������������������������

4XHU\�([DPSOH���3ODQ�7DEOH
(;3/$,1�RXWSXW�WR�GHWHUPLQH�LI�SDUDOOHO�VRUW�LV�H[HFXWHG�RU�QRW

SORTC is executed in sequential mode SORTC is executed in parallel mode
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$SSO '%�'%�$SSO

0XOWL�URZ�)HWFK���/RFDO�$SSOLFDWLRQ

)HWFK

)HWFK

6LQJOH�5RZ�)HWFK 0XOWL�URZ�)HWFK

)HWFK

URZ��

)HWFK

URZ��

URZ��

URZ��
URZ��
URZ��

)HWFK
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�%ORFN�
�IHWFK

'')�DQG�PXOWL�URZ�)(7&+�����
'')�DXWRPDWLFDOO\�XVHV�PXOWL�URZ�)(7&+�IRU�UHDG�RQO\�TXHULHV
5HGXFHV�&38�FRVW�RI�UHDG�RQO\�TXHULHV�VLJQLILFDQWO\

   SELECT * FROM ...

�'%��IRU�26�����9�

�'%��IRU�]�26�9�

xxxDBM1���[[[',67
    OPEN
    FETCH
    FETCH
    FETCH
    FETCH

��[[[',67
    OPEN
    FETCH
    

xxxDBM1

�'%��&OLHQW

�%ORFN�
�IHWFK

   Build all 
   rows for a
   buffer in one 
   API crossing
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9RODWLOH�7DEOH�(QKDQFHPHQW�
:KDW�LV�D�YRODWLOH�WDEOH

A table whose contents can vary from empty to very large at run time

*HQHUDWLQJ�DQ�DFFHVV�SODQ�EDVHG�RQ�WKH�SRLQW�LQ�WLPH�FDSWXUHG�
VWDWLVWLFV�FDQ�UHVXOW�LQ�LQFRUUHFW�RU�SRRUO\�SHUIRUPLQJ�SODQ

For example, if statistics are gathered when the volatile table is empty, 
the optimizer tends to favor accessing the volatile table using a table 
scan rather than an index

'HFODULQJ�D�WDEOH�DV��YRODWLOH��LQIOXHQFHV�WKH�RSWLPL]HU�WR�IDYRU�
PDWFKLQJ�LQGH[�DFFHVV�UDWKHU�WKDQ�GHSHQG�RQ�WKH�H[LVWLQJ�
VWDWLVWLFV�IRU�WKDW�WDEOH

                    CREATE TABLE  ... 92/$7,/(
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6DOHV
�)DFW�

   �3URGXFW
�'LPHQVLRQ�

�����6WRUH
�'LPHQVLRQ�

����5HJLRQ
�'LPHQVLRQ�

���0DWHULDO
�'LPHQVLRQ�

������7LPH
�'LPHQVLRQ�

��&XVWRPHU
�'LPHQVLRQ�

6WDU�-RLQ�3URFHVVLQJ�(QKDQFHPHQWV
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6WDU�6FKHPD�'DWD�0RGHO
6WDU�VFKHPD�GDWD�PRGHO

Often used in data warehouses, data marts and OLAP
To minimize data redundancy
Has highly normalized tables (dimensions or snowflakes)
Has a centralized table (fact table) 

6WDU�VFKHPD�TXHU\�FKDUDFWHULVWLFV
Join predicates between the fact and dimension tables are  equi-join 
predicates
Existence of local predicates on the dimension tables
Large number of tables (dimensions/snowflakes and fact tables) 
participating in the query
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7\SLFDO�6WDU�6FKHPD�4XHU\�
id month qtr year

1 Jan 1 2002

2 Feb 1 2002
3 Mar 1 2002
4 Apr 2 2002
5 May 2 2002
6 Jun 2 2002

39 Mar 1 2003

id city region country

1 New York East USA

2 Boston East USA

3 Chicago East USA

4 San Jose West USA

5 Seattle West USA

6 Los Angles West USA

id item class department

1 stereo audio audio-visual

2 cd player audio audio-visual

3 television video audio-visual

    

time locn prod customer seller ....

1 1 1 123 22

2 5 2 345 33

2 2 2 567 66

2 2 1 789 12

3 3 3 112 23

3 6 2 348 78

2 6 1 777 60

product (dimension)
60,000 rows

region (dimension)
1,000 rows time (dimension)

39 rows 

sales (fact)
150 million rows

SELECT *
FROM  SALES S, TIME T,
             REGION L, PRODUCT P
WHERE  S.TIME = T.ID
      AND  S.REGION = L.ID
      AND  S.PRODUCT = P.ID
      AND  T.YEAR = 2002
      AND  T.QTR = 1
      AND  L.CITY IN  (’Boston’,’Seattle’)
      AND  P.ITEM = ’stereo’;



© 2004 IBM Corporation

,QGH[�.H\�)HHGEDFN�7HFKQLTXH

1 10 100 1020

1 10 100 1030

1 10 100 1040

1 10 100 1050

1 10 200 1020

1 10 200 1030

1 10 200 1040

1 10 200 1050

..... ..... ..... ........

1 10 100 1020

1 10 100 1999

1 10 200 1030

1 10 300 1040

..... ..... ..... ........

Sales Fact Table

Cartesianed
Dimension
Values

Product
10

20

Time

1

2

Region

100

200

Store

1020

1030

1040

1050

X XX
Dimension Workfiles
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:RUNILOHV�LQ�2XWVLGH�,Q�3URFHVVLQJ
'XULQJ�
ORJLFDO
�FDUWHVLDQ�SURGXFW��'%��IUHTXHQWO\�UHSRVLWLRQV�
LQ�WKH�GLPHQVLRQ�ZRUNILOHV
3URFHVVLQJ�RI�WKH�ZRUNILOHV�FDQ�RQO\�EH�GRQH�E\�VFDQQLQJ�
WKHP�RYHU�DQG�RYHU�DJDLQ��56&$1��

06-

WF

SALES
(300M)

WF

6&$1 6&$1 ,6&$1 6&$1
1/- 1/-
6 6

WF

6&$1
06-

2XWVLGH�LQ
�'LPHQVLRQ�WDEOHV�WR�IDFW�WDEOH� ,QVLGH�RXW

�)DFW�WDEOH�WR�GLPHQVLRQ�WDEOHV�

([FHVVLYH�56&$1

,6&$1��0DW�
6

D (Time)Dimension D (Store)

WF

Dim Dim Dim DimDim

,6&$1
1/-

Dimension 
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,QVLGH�2XW�6WDJH�:RUNILOH�&KDOOHQJHV
7\SLFDO�GDWD�ZDUHKRXVH�TXHULHV�WRXFK�VLJQLILFDQW�SRUWLRQ�RI�IDFW�WDEOH
,Q�WKH�LQVLGH�RXW�VWDJH��VRUW�LV�SHUIRUPHG�RQ�WKH�FRPSRVLWH�WDEOH��WKH�
UHVXOW�RI�RXWVLGH�LQ�SURFHVVLQJ��DW�WKH�VWDUW�RI�06-�SURFHVVLQJ�
�PDWHULDOL]HG�ZRUN�ILOH�KDV�QR�LQGH[�
6RUWLQJ�WKH�ODUJH�UHVXOW�VHW�LV�D�SHUIRUPDQFH�FRQFHUQ��WLPH�DQG�VSDFH�
6RUW�RI��QHZ��WDEOH��PDWHULDOL]HG�VQRZIODNH���ZRUNILOH��EHIRUH�06-

  WF   = Work File
  NLJ  = Nested Loop Join
  MSJ = Merge Scan Join
  S      = Pushdown Star Join

6257
1(:

06-

SALES
(300M)

WF

6&$1
1/- 1/-
6 6

06-

��0�URZV������DIWHU�ILOWHULQJ�
GXULQJ�RXWVLGH�LQ�SURFHVVLQJ

6257
&203

2XWVLGH�LQ
�'LPHQVLRQ�WDEOHV�WR�IDFW�WDEOH�

,QVLGH�RXW
�)DFW�WDEOH�WR�GLPHQVLRQ�WDEOHV�

,6&$1��0DW� 6

D (Time)Dimension D (Store)

,6&$16&$16&$1 ,6&$1

WF WF

Dim Dim Dim DimDim

,6&$1
1/-

Dimension 

WF
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6WDU�-RLQ�:RUNILOH�&KDOOHQJHV�
:KHUH�GR�WKH\�FRPH�IURP"

Materialization of snowflakes
Sort of dimension tables

7\SLFDOO\�VPDOO��KXQGUHGV�RU�WKRXVDQGV�

7RGD\��56&$1�LV�WKH�RQO\�RSWLRQ�
Outside-in processing 
Inside-out processing (sparse index can also be used in V7)

9HUVLRQ���HQKDQFHPHQWV
In-memory workfiles
Sparse index on workfiles (also during outside-in processing)
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,Q�PHPRU\�:RUNILOHV
In-memory data structure - above the bar (DSNZPARM SJMXPOOL)
Sorted in the join column order
Containing only the join column and the selected columns
Binary search for the target row
More beneficial for large join composite
Ideal for scanning dimension workfiles

��������
��������
��������
��������
��������
��������
��������
��������
��������
��������

NH\
�

VHOHFWHG�
FROXPQV

6HOHFWHG�FROXPQ
-RLQ�FROXPQ��VRUW�NH\�

'$6' ,Q�PHPRU\
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
��� � ���������������
���� ��� �������������������
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,Q��PHPRU\�:RUNILOH�%HQHILWV

,QVLGH�RXW
2XWVLGH�LQ

1/-���,0:),Q�PHPRU\�ZRUNILOHV

1/-

IMWF

SALES
(300M)

IMWF

6&$1 6&$1 ,6&$1 6&$1
1/- 1/-
6 6

IMWF

6&$1
1/-

,6&$1��0DW� 6

D (Time)Dimension D (Store)

IMWF

Dim Dim Dim DimDim

,6&$1
1/-

Dimension 
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6SDUVH�,QGH[�RQ�:RUNILOHV�IRU�6WDU�-RLQ�
Introduce sparse index on the join key for the materialized 
work files

Thus nested loop join is possible. It replaces the merge scan 
join and eliminates the sort of the large outer composite table 
(fact table)

Sparse index
In-memory virtual index
Probed through an equal-join predicate
Binary search for the target portion of the table
Sequential search within the target portion if it is sparse
The denser the faster - in favor of small work files
More beneficial for large join composite
backup solution for dimension work file access in star 
schema scenario if in-memory workfiles fail
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5,'

7� 7� �:)���1/-

��� ���

W��F� �W��F
.H\%LQDU\�

6HDUFK

6SDUVH�,QGH[
6RUWHG�LQ�W��F RUGHU

7���
��:)���

��� ���

+RZ�'RHV�6SDUVH�,QGH[�:RUN

��� ���

��� ���

6HJPHQW�FRYHULQJ
��VSDUVH�,;�HQWU\
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4XHU\� 3OQ� &RUU
1DPH

7DEOH
1DPH

-RLQ
0WG

-RLQ
7\SH

$FF
7\SH

$FFHVV
1DPH

6RUW
1HZ

11001 1 DP /BI0/D0SD_C01P 0 6 I /BI0/D0SD_C01P~0 1
11001 2 DT /BI0/D0SD_C01T � 6 7 <
11001 3 DU /BI0/D0SD_C01U � 6 7 <
11001 4 ) /BI0/F0SD_C01 1 6 I /BI0/F0SD_C01~0 1
11001 5 D5 /BI0/D0SD_C015 1 I /BI0/D0SD_C015~0 1
11001 6 D3 /BI0/D0SD_C013 1 I /BI0/D0SD_C013~0 1
11001 7 DSN_DIM_TBLX(02) � 7 <
11001 8 D2 /BI0/D0SD_C012 1 I /BI0/D0SD_C012~0 1

$FFHVVBW\SH�7�LQGLFDWHV�HLWKHU��VSDUVH�
LQGH[��RU��GDWD�FDFKLQJ��LV�XVHG�

7KH�ILQDO�GHFLVLRQ�LV�WDNHQ�DW�UXQWLPH�
DQG�FDQQRW�EH�VKRZQ�E\�(;3/$,1�

([DPSOH�RI�D�6WDU�-RLQ�$FFHVV�3DWK
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5(237�21&(�
Bind option that controls when the Optimizer builds the access path 
information for dynamic SQL applications

By default, access path is built at PREPARE
REOPT(ONCE)

Defers access path selection until OPEN
Values of host variables on OPEN are used to build access path
Resulting access path is cached in the global prepared cache

1HZ�WHUPLQRORJ\
REOPT(NONE) equivalent to NOREOPT(VARS)
REOPT(ONCE) 
REOPT(ALWAYS) equivalent to REOPT(VARS) 
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9��
You must explicitly drop a DTT before COMMIT. Otherwise the remote 
connection cannot become inactive

9�
New ON COMMIT DROP table option on the CREATE DECLARED 
GLOBAL TEMPORARY TABLE statement
DTT implicitly dropped at commit if no open held cursor against the DTT
Significant enhancement for DDF connections that can now become 
inactive without an explicit drop of the DTT

 DECLARE GLOBAL TEMPORARY TABLE ... 

ON COMMIT DELETE ROWS

ON COMMIT PRESERVE ROWS
ON COMMIT DROP TABLE

'77�21�&200,7�'523�7$%/(�2SWLRQ
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1RQ�FRUUHODWHG�(;,676�VXETXHU\
3ULRU�WR�9���$//�TXDOLI\LQJ�URZV�RI�D�QRQ�FRUUHODWHG�(;,676�
VXETXHU\�DUH�UHWULHYHG�DQG�VWRUHG�LQ�D�ZRUNILOH

Potentially a lot of processing to find all qualifying rows for the 
subquery
Potentially a lot of workfile space to store all these rows

'%��9��VWRSV�HYDOXDWLQJ�WKH�QRQ�FRUUHODWHG�(;,676�VXETXHU\�DV�
VRRQ�DV�21(�TXDOLI\LQJ�URZ�LV�IRXQG

One qualifying row is sufficient to evaluate the predicate as true
Example:
SELECT EMPNO,LASTNAME 
  FROM DSN8810.EMP 
  WHERE EXISTS (
                SELECT * 
                  FROM DSN8810.PROJ 
                  WHERE PRSTDATE > ’2005-01-01’);
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,1�/LVW�3URFHVVLQJ�(QKDQFHPHQWV

9��(QKDQFHPHQWV�WR�,1�OLVW�SURFHVVLQJ
Predicate pushdown for IN list predicates (V7 APAR PQ73454)
Correlated subquery transformation enhancement (V7 APAR PQ73749)

Activated by INLISTP DSNZPARM (default value 0 in V7 = disabled)

%\�GHIDXOW�HQDEOHG�LQ�9���,1/,673 ���
IN list predicate pushdown into nested table expression (NTE) or materialized 
view (MV)

Better filtering inside NTE and MV ; fewer resulting rows
Potential index usage on columns when resolving NTE or MV

Correlated subquery transformation enhancement
IN list predicates generated by predicate transitive closure "pulled up" to 
parent query block

Filtering can be done at parent level, resulting in fewer invocations of 
subquery executions
IN list predicate on parent query block can take advantage of existing 
indexes and provide a better access path for parent query block 
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9LVXDO�([SODLQ�(QKDQFHPHQWV
&RPSRQHQW�RI�QR�FKDUJH�0DQDJHPHQW�&OLHQW�3DFNDJH�IHDWXUH

As in V7

&RPSOHWH�UHZULWH�RI�9��SURGXFW
Rewritten in Java, connecting via DB2 Connect to DB2 for z/OS
Basic capabilities of V7 Visual Explain with better look and feel
Enhanced explain capabilities

Qualified row estimates 
Including for individual tables in a join (as if table was the outer table)

Predicate information (Matching, screening, Stage 1, Stage 2)
Limited partition scan details
Parallelism details
Sort estimation

Enhanced reporting
Generate HTML reports
XML output file
Generate information for IBM Service Team
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7XQH�64/
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$FFHVV�3ODQ



© 2004 IBM Corporation

$FFHVV�3ODQ
����48(5<

����4%�
���������

����)(7&+
���������

����62575,'
�����

����
/,1(,7(0
�������

����,;6&$1
�����

����
6;/�3.6.2.(3'621

�������

1RGH�7\SH� 6RUW�5HFRUG�OG���
&DUGLQDOLW\� �����
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3UHGLFDWH�3URFHVVLQJ�DQG�)LOWHULQJ
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3UHGLFDWH�3URFHVVLQJ�DQG�)LOWHULQJ
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1HVWHG�/RRS�-RLQ�'HWDLOV
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*HQHUDWLQJ�5HSRUWV


